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On the Evolutionary Debunking of Morality(
Erik J. Wielenberg

1. Introduction

Many claim that the availability of evolutionary explanations for human moral beliefs threatens the view that humans have moral knowledge.  Peter Singer suggests that evolutionary explanations can debunk moral claims.
  And Michael Ruse declares: “[M]orality is a collective illusion foisted upon us by our genes.”
  Sharon Street and Richard Joyce have recently offered sustained evolutionary debunkings of morality.
  Proponents of such debunkings endorse the following thesis:

The Evolutionary Debunking Thesis (EDT): If S’s moral belief that P can be given an evolutionary explanation, then S’s moral belief that P is not knowledge.


The truth of (EDT) would obviously have dramatic implications for moral philosophy as well as the moral beliefs and practices of most human beings.  If (EDT) is true, then human moral knowledge is in serious danger of being exposed as fantasy.  And if there is no moral knowledge, then, as Jerry Fodor remarked in a different context, “practically everything I believe about anything is false and it’s the end of the world.”

 
We may distinguish metaphysical debunking arguments and epistemological debunking arguments.  The former seek to establish (EDT) by showing that no moral belief that can be given an evolutionary explanation is true.  The latter make the case that the existence of an evolutionary explanation for a given moral belief implies that even if the belief is true, it is not knowledge.

In this paper, I debunk a variety of epistemological debunking arguments.  To accomplish this I first sketch a possible evolutionary explanation for some human moral beliefs (sections 2-3).  Next, I explain how, given a reliabilist approach to warrant, my account implies that humans possess at least some moral knowledge (section 4).  In providing this explanation, I assume the truth of certain moral claims.  Making such an assumption in this context may appear question-begging.  To see that it is not, it is important to keep in mind the thesis that I seek to refute: The thesis that even if there are moral facts, humans lack moral knowledge.  I seek to defeat this thesis by sketching an account of how we could have knowledge of certain moral truths, if they hold.  After sketching such an account, I identify the basic structure shared by many epistemological evolutionary debunking arguments (section 5).  Finally, I examine in detail the epistemological debunking arguments of Ruse (section 6), Street (section 7), and Joyce (section 8).  I draw on the account of moral knowledge sketched in section 4 to illustrate how these arguments fail.  I do more than debunk the arguments of the would-be debunkers; I also provide a plausible, if incomplete, model of human moral knowledge.
2. On the Evolutionary Explanation of Morality
A creature’s evolutionary fitness relative to a given environment is directly proportional to the creature’s capacity to transmit its genes on to the next generation.
  Any trait of a creature that increases its capacity (relative to the competition) to pass its genetic material on to the next generation thereby increases that creature’s evolutionary fitness.  The most obvious way a trait can do this is by increasing the creature’s capacity to survive and reproduce in the relevant environment, but this is not the only way.  Another way a trait can increase a creature’s level of evolutionary fitness is by disposing that creature to promote the survival and reproduction of creatures to which it is genetically related.  For instance, the disposition to lay down one’s life to save the lives of two creatures that are genetically identical to oneself may enhance a creature’s evolutionary fitness even if it does not make the creature in question more likely to survive and reproduce.

A necessary element of an evolutionary explanation for the presence of some trait T in a given population is an account of why, everything else being equal, members of the population that possess T would tend to have higher levels of evolutionary fitness (in the relevant environment) than members of the population that lack T.  We may distinguish direct and indirect evolutionary explanations for a trait T.  In providing a direct evolutionary explanation for T, we explain how T itself would contribute to the fitness of creatures that have T.  In providing an indirect evolutionary explanation for T, we identify some other trait, T’, and explain how T’ would contribute to the fitness of creatures that have T’. We then make the further case that T and T’ are linked in such a way that creatures (in the relevant population) that have T’ are also likely to have T.  The fact that T can be given an indirect evolutionary explanation does not imply that T itself enhances the fitness of creatures that have T; T may even decrease the fitness of creatures that have it, as long as T’ is sufficiently fitness-enhancing.


A simple example given by Michael Huemer illustrates this distinction.  Let T = the capacity to see distant stars and let T’ = the capacity to see medium-sized objects in one’s vicinity.  All else being equal, sighted beings are more likely to survive and reproduce than unsighted creatures, so it seems likely that T’ can be given a direct evolutionary explanation.  But it is not at all obvious that there are evolutionary benefits in being able to see distant stars.  However, creatures with T’ are also likely to have T: “We can see the stars because we have vision, which is useful for seeing things on Earth, and once you have vision, you wind up seeing whatever is there sending light in your direction, whether it is a useful thing to see or not.”


One debate regarding evolutionary explanations of morality concerns whether (i) evolutionary explanations can be given merely for human beings’ capacity to form moral judgements of some sort or other or (ii) such explanations can be given for at least some of the specific moral judgements that human beings make as well.
  Furthermore, among those who are sympathetic to evolutionary explanations for some of the specific moral judgements human beings make, there is disagreement about the exact contribution made by nature and nurture.  For example, one view is that we are “hardwired” to form particular moral beliefs; another view is that our hardwiring merely provides us with built-in biases toward certain moral beliefs over others.


In what follows I will sketch possible evolutionary explanations for some of our specific moral judgements.  Though I will often speak of the evolutionary explanation of moral beliefs, it is probably dispositions to form certain moral beliefs (or, more weakly, to be biased toward certain moral beliefs) that are amenable to evolutionary explanation (if any phenomena in the vicinity are amenable to such explanations).
  It is important to keep in mind the possibility that different moral beliefs may have different kinds of evolutionary explanations.  It is also possible that some moral beliefs have multiple evolutionary explanations.  I will not attempt to provide a complete evolutionary explanation for all human moral beliefs.  Rather, I will sketch one possible explanation for at least some of our moral beliefs.  Even if this account is plausible, it is certainly not a complete explanation for all human moral beliefs, and it may not even be the complete evolutionary story with respect to the moral beliefs that it does purport to explain.

3. The Basic Account
Let us begin by considering moral beliefs about oneself.  Human beings are disposed to view themselves as surrounded by a kind of moral barrier that it is wrong, unjust, evil, or somehow morally inappropriate or illegitimate for others to cross.
  This barrier is conceptualized differently in different cultures.  In the west, the barrier is presently conceptualized in terms of rights.  Under Islam it is conceptualized in terms of duties.
  In Neo-Confucianism, it is conceptualized in terms of legitimate desires.
  Despite various cultural differences, human beings normally believe that there are certain things that others simply ought not do to them -- e.g. rape them, enslave them, steal from them, or kill them for entertainment.
  It is not hard to see how the disposition to form such beliefs might be fitness-enhancing.  At least part of the explanation for such moral beliefs’ ability to do this presumably lies in the fact that they can function as conversation (and deliberation) stoppers.
  Viewing ourselves as possessing boundaries that may not be transgressed no matter what provides a distinctive kind of motivation to resist such transgressions by others. Holding such beliefs disposes one to resist behavior on the part of others that typically dramatically decreases one’s prospects for survival and reproduction.

It is also not hard to see how the disposition to believe that one’s kin possess such barriers might be favored by evolutionary forces.  Such beliefs will dispose one to act to prevent one’s kin from being oppressed or exploited in various ways and this in turn may enhance one’s evolutionary fitness by making it more likely that one’s genetic relatives will survive and reproduce.


It is harder to see why the disposition to believe that non-kin are subject to similar moral barriers would be fitness-enhancing.  Without taking a position on whether such a disposition is fitness-enhancing, I suggest that this disposition can be given an indirect evolutionary explanation.  Consider the principle that things that are alike with respect to their known properties are alike with respect to their unknown properties (call this the Likeness Principle).  Recognizing this principle, or being disposed to reason in accordance with it, provides many advantages.
  For example, it helps us to determine which of the many things we might eat will nourish and which will poison us.


When applied to moral properties, the Likeness Principle can generate beliefs that are not necessarily fitness-enhancing.  If I believe that I am a bearer of certain moral barriers and that others are similar to me with respect to their known properties, I am disposed to form the belief that those others possess similar moral barriers.  An example given by Kwame Appiah illustrates this idea:

Think of the icon, devised by a Quaker abolition society in the eighteenth century, depicting a shackled slave, kneeling and with hands raised in supplication, with the legend ‘Am I not a man and a brother?’  It was not a moral treatise, but it had an argument to make: see me as someone like yourself.

Peter Singer has likened reason to “an escalator” that can lead us “to places that are not of any direct advantage to us, in evolutionary terms.”
  One way reason might do this is by using the Likeness Principle to lead us to conclude that non-kin possess the same moral barriers as ourselves.  Because reasoning in accordance with the Likeness Principle benefits us across a variety of contexts, we are disposed to reason in accordance with it in moral contexts as well, where it may not serve our interests so well.
  Thus, Steven Pinker may be on the right track when he claims that “[n]o creature equipped with the circuitry to understand that it is immoral for you to hurt me could discover anything but that it is immoral for me to hurt you.”


Many note the “in-group, out-group” aspect of human morality.
  As Jack Donnelly observes, “[i]n their past, all major regional civilizations have at times been dominated by views that treated some significant portion of human beings as ‘outsiders’ … not entitled to guarantees that could be taken for granted by ‘insiders’.”
  An important element of this aspect of morality is that those belonging to the out-group are seen as being different from those in the in-group not just with respect to their moral properties but with respect to their non-moral properties as well.  In fact, those in the out-group are often viewed as less than fully human, as non-persons.  Large-scale exploitation and genocide typically include dehumanization.  The oppressors have an ideology according to which their victims are not fully human.
  Perhaps this ideology is required in order to prevent the oppressors from reaching the conclusion that their victims possess the same moral barriers as themselves.  Apparently it is extremely psychologically difficult for human beings to believe that others have different moral properties from themselves while also believing that those others are similar to themselves with respect to their non-moral properties.
  This constitutes some (admittedly weak) empirical evidence in support of the proposal I have sketched here.  It suggests that we are inclined to extend the moral barrier to those we know to be similar to ourselves in non-moral ways whether we want to do so or not.  In cases where we are strongly motivated to exploit other human beings, we need an ideology according to which those we wish to exploit are not fully human in order to make the exploitation psychologically possible.

4. Moral Knowledge
In this section I will make the case that if we have moral barriers or rights of the sort sketched in the preceding section, then there is a plausible explanation of how we could have knowledge of these rights.  That we have such rights is an assumption; I offer no argument for the existence of such rights here.  The reason I take this approach is that I am concerned here exclusively with rebutting epistemological debunking arguments.  Such arguments are not aimed at showing that there are no moral truths.  Rather, such arguments are aimed at showing that even if there are moral truths, human beings lack knowledge of such truths.  In arguing against this conditional claim, it is not question-begging to assume the truth of its antecedent (that there are moral truths).  That is the strategy I pursue in this section.


I take it that being produced by reliable processes confers warrant on beliefs and that sufficiently reliable processes can confer a degree of warrant sufficient for knowledge.
  I will make the case that the model sketched in the previous section implies (given the assumption of the reality of rights) that at least some human moral beliefs are formed by significantly reliable processes.  An important feature of this model is that at least some of the beliefs produced by way of reliable processes need not be inferred from other things the agent believes.  Such beliefs are justified basic beliefs and the brand of reliabilism I am employing here is therefore a kind of foundationalism.


Consider a typical westerner’s belief that she herself has the right not to be tortured for entertainment.  The model sketched above says little about the precise nature of the proximate processes by which this belief is produced; the model is compatible with a wide range of possible proximate processes.  To see this, consider two simple possibilities.  One possibility is that the process is intuition-driven.  A number of thinkers suggest that at least some moral truths are self-evident and can simply be “seen” to be true in a direct way.
  C.S. Lewis colorfully puts it this way: “[T]he primary moral principles on which all others depend are rationally perceived … Their intrinsic reasonableness shines by its own light.”


This proposal is certainly true to the phenomenology of the formation of some moral beliefs.  In this respect there is a similarity between some moral beliefs and some mathematical beliefs.  Consider Kurt Godel’s remarks about mathematical knowledge: “[W]e do have something like a perception … of the objects of set theory, as is seen from the fact that the axioms force themselves upon us as being true.”
  At least some moral claims similarly force themselves upon us; that one has the right not to be tortured for entertainment is a likely candidate for such a claim.  Michael Huemer suggests that in these sorts of cases, we have an intuition (an intellectual appearance) that the moral claim is true and we come to believe the moral claim on the basis of this intuition.


Some thinkers, including Huemer, maintain that the intuition itself justifies the corresponding moral belief.  I will not take a stand on this issue.  Regardless of whether intuitions themselves confer justification, it can be the case that some intuition-triggered moral beliefs are produced by reliable processes and that being so produced confers warrant on them.
  My focus here will be on reliability as a source of warrant, though this focus should not be taken to mean that I reject the possibility of other sources of warrant.

A second possibility is that the proximate process is largely emotion-driven.  For instance, perhaps the process involves the disposition to become outraged when treated in certain ways by others (or when facing a threat of being so treated), and this outrage causes one to form the belief that one has certain rights (and that they are, or are in danger of, being violated).  The model sketched above is compatible with both of these possibilities, as well as with a host of more complicated options.

However, it is clear enough that whatever the precise nature of the process, it is one that requires the presence of certain cognitive capacities for its occurrence.  In order to form the belief that one has certain rights, one must be able to have some grasp of the concept of rights.  While there are various theories about the foundation of rights, it is widely agreed that if rights exist at all, their presence is guaranteed by the presence of certain cognitive faculties. 
  The cognitive faculties in question are either the very ones required to form beliefs about rights or are closely linked to such faculties.  If you think you possess moral barriers, then you do (assuming such barriers exist at all).  Therefore, assuming that rights are real, the processes that ultimately generate, say, the belief that one has a right not to be tortured just for fun are significantly reliable, at least with respect to beliefs of the relevant type.  Sufficiently cognitively-developed creatures that are products of evolution will possess moral barriers (if such barriers are real) and will also be disposed to believe that they have such barriers.  The very cognitive faculties that lead such beings to believe that they possess moral barriers also entail the presence of those very barriers.

The model I propose here is similar to one presented by David Enoch.  Enoch offers what he calls a “third-factor explanation” to account for the correspondence between moral facts and human moral beliefs. 
  He explains: “[I]t is possible that the explanation of a correlation between the two factors A and B is in terms of a third factor, C, that is (roughly speaking) responsible both for A-facts and for B-facts.” 
  This description captures the essence of my own strategy, though the third factor I identify is different from Enoch’s third factor.  Enoch’s third factor is the goodness of survival or reproductive success.
  My third factor is certain cognitive faculties.  Such faculties are responsible for the presence of moral rights in that the presence of the relevant faculties entails the presence of rights.  Thus, the connection between the cognitive faculties and moral rights is logical.  These same faculties also generate moral beliefs, including the relevant beliefs about rights.  The connection between the cognitive faculties and beliefs about moral rights is causal.  In this way, the relevant cognitive faculties are responsible for both moral rights and beliefs about those rights, and so the cognitive faculties explain the correlation between moral rights and beliefs about those rights.
Do evolutionary processes tend to produce true beliefs in general?  If not, things become messier for my approach, since we would face a situation in which evolutionary processes are reliable with respect to a certain class of moral beliefs but not reliable more generally.  On the other hand, if evolutionary processes are generally reliable, then we seem to be on firm ground in claiming that according to my model, at least some moral beliefs are produced by reliable processes.

Peter Carruthers has argued that there is good reason to believe that evolutionary processes are generally reliable belief-forming processes (when they produce beliefs at all).  Carruthers offers two main considerations to support this view.  First, “organisms (of the sort that act on beliefs) will only survive, in general and in the long run, if they base their actions on beliefs that are true, or at least close to the truth.”
  Second, many of the proximate belief-forming mechanisms that evolutionary forces have bestowed upon us are generally reliable; Carruthers offers perception and memory as examples.  The idea here is that evolutionary processes are reliable in virtue of the fact that the proximate belief-forming processes that occur as a result of evolutionary processes are generally reliable.
  So, assuming that rights (or something like them) are real, there is good reason to believe both that (i) when evolutionary processes produce beings that think they have rights, those beings generally do have rights and (ii) when evolutionary processes produce other kinds of beliefs, those beliefs tend to be true.  Evolutionary processes are thus generally reliable and, according to my model, are also reliable with respect to the particular case of beliefs regarding one’s own moral barriers.  Therefore, if my model is correct, at least some moral beliefs are produced by reliable processes and hence possess warrant.
To this point we have been considering the reliability of beliefs about one’s own rights.  Let us turn now to consideration of moral beliefs about the moral barriers of beings distinct from oneself.  According to the model sketched above, at least some such beliefs are generated by the disposition to reason in accordance with the principle that entities that are alike with respect to their known properties are alike with respect to their unknown properties (the Likeness Principle).  Given the laws of nature that hold in our universe, this belief-forming process has a high degree of conditional reliability.  That is, when it takes true beliefs as inputs, it tends to produce true beliefs as outputs.
  So, suppose that a being who believes correctly that she has certain rights encounters a second being similar to herself with respect to its known properties.  If the process of reasoning in accordance with the Likeness Principle leads her to form the belief that the second being has the same rights that she has, then this belief is formed by a conditionally reliable process operating on true beliefs.

Therefore, if we assume that beliefs that are produced by highly reliable processes (including highly conditionally-reliable processes operating on true beliefs) have a degree of warrant sufficient for knowledge, then the model sketched in the previous section implies that at least some moral beliefs constitute knowledge (again, assuming that moral barriers exist).  If the evolutionary explanation of our beliefs about moral barriers sketched earlier is correct, and those barriers are real, then many of us know that we (and others) possess such barriers.  My account does not assume any particular meta-ethical theory about the nature of these moral barriers, beyond that they are real and that their presence is entailed by the presence of certain cognitive faculties.  For all I have said, it could be that facts about these barriers turn out to be natural facts, supernatural facts, or non-reducible sui generis moral facts.

With this account of moral knowledge in hand, we are in a position to see why epistemological evolutionary debunking arguments fail.  In the next section, I explain the basic structure of such arguments and describe my general strategy for resisting them.  In subsequent sections, I examine the arguments of Ruse, Street, and Joyce in detail.
5. The Basic Evolutionary Debunking Argument
Recall the thesis presented at the beginning of this paper:

The Evolutionary Debunking Thesis (EDT): If S’s moral belief that P can be given an evolutionary explanation, then S’s moral belief that P is not knowledge.


Many would-be debunkers emphasize that evolutionary explanations of moral beliefs imply that the beliefs in question can be explained without appealing to the truth of those beliefs.
  Let us suppose that this is correct; it is certainly correct in the case of the evolutionary story sketched in section 3 of this paper.  That account does not require the truth of the moral beliefs in question (though of course it is consistent with their truth).


Gilbert Harman was perhaps the first contemporary philosopher to outline a case against moral knowledge based on the claim that human moral beliefs can be explained without appealing to any moral truths.
  His worry was roughly this:  If moral facts do not explain moral beliefs, then they do not explain anything at all, and if they do not explain anything at all, then we should conclude that they do not exist.
  If there are no moral facts, then there is no moral knowledge.


This argument has been the subject of much debate.  I agree with Russ Shafer-Landau’s view that this debunking rests on an implausible criterion for existence (what Shafer-Landau calls the “strong causal test of ontological credibility”).
  However, as this argument is a metaphysical rather than epistemological debunking and my focus here is on epistemological debunkings, I will put this argument aside.


Still, many epistemological evolutionary debunking arguments can be understood as variations on Harman’s basic idea.  Such arguments can be understood as different ways of supporting the following line of reasoning:

The Basic Evolutionary Debunking Argument
P1.
If S’s moral belief that P can be given an evolutionary explanation, then S’s moral

 
belief that P can be explained without appealing to the truth of P.

P2.
If S’s moral belief that P can be explained without appealing to the truth of P,

then S’s moral belief that P lacks warrant.

P3.
If S’s moral belief that P lacks warrant, then S’s moral belief that P is not


knowledge.

C.
Therefore, if S’s moral belief that P can be given an evolutionary explanation,

then S’s moral belief that P is not knowledge (EDT).

I deny P2 on the grounds that (i) being produced by a sufficiently reliable process can bestow warrant on a belief sufficient for knowledge, and (ii) a belief that P can be produced by a sufficiently reliable process even when the belief can be explained without appealing to the truth of P.  The account sketched earlier in this paper shows that (ii) is true.  Claim (i) is more controversial, but it shows at least that a defender of P2 must engage with certain debates in epistemology in order to establish P2.    


Josh Greene has remarked: “Understanding how we make moral judgements might help us to determine whether our judgements are perceptions of external truths or projections of internal attitudes.”
  The remark suggests that there are just two alternatives: Either (a) our moral beliefs are perceptions of (and presumably caused by) moral facts and so may constitute knowledge or (b) our moral beliefs are mere projections of our attitudes and so do not constitute knowledge.  I favor a third alternative: (c) Despite not being caused by moral facts, at least some of our moral beliefs are reliably-formed and hence may constitute knowledge.
  Explaining how (c) might be the case was one of the central burdens of the earlier sections of this paper.  As we will see, this basic approach offers a way of resisting the debunkings of Ruse, Street, and Joyce.  We begin with Ruse.

6. Michael Ruse’s Evolutionary Debunking of Morality

The following remarks by Ruse suggest an argument for P2:

You would believe what you do about right and wrong, irrespective of whether or not a ‘true’ right and wrong existed!  The Darwinian claims that his/her theory gives an entire analysis of our moral sentiments.  Nothing more is needed.  Given two worlds, identical except that one has an objective morality and the other does not, the humans therein would think and act in exactly the same ways.


The first sentence of this passage suggests the following principle:

(1) IF S’s moral belief that P can be explained without appealing to the truth of P, THEN: If P were false, then S would still believe P.

If we combine (1) with

(2) IF: If P were false, then S would still believe P, THEN: S’s belief that P lacks warrant,

we can infer

(P2) If S’s moral belief that P can be explained without appealing to the truth of P, then S’s moral belief that P lacks warrant.


It is widely held that if moral properties are exemplified at all, they supervene on non-moral properties. 
  This supervenience thesis entails that any two possible worlds that are identical with respect to their non-moral properties are identical with respect to their moral properties.  If this supervenience thesis is correct, then Ruse’s argument fails.  The central task of the rest of this section is to explain how the supervenience of the moral on the non-moral makes trouble for Ruse’s reasoning in the passage quoted above.
Let us define a Ruse world as a possible world in which there are no objective ethical facts and which is otherwise as similar as possible to the actual world.  Ruse’s claim is that in the nearest Ruse world, we have exactly the same moral beliefs that we have in the actual world.


To evaluate this claim, let us initially suppose that our world does include some objective ethical facts; specifically, let us suppose that it includes at least the existence of the moral barriers discussed earlier.  This assumption, together with the supervenience thesis, implies that the nearest Ruse world is not identical to the actual world with respect to its non-moral properties.  Drawing on the account of moral knowledge sketched in section 4 above, we can see what some of these non-moral differences might be.  In section 4, I suggested that if you think you possess moral barriers, then you do (assuming such barriers exist at all).  So, in the actual world, I believe that I have certain moral rights and (in accordance with our assumption that some moral properties are exemplified in the actual world) I do have such rights.  Given supervenience, in the nearest world in which I lack those rights, I lack the cognitive capacities to grasp such concepts as selfhood and rights.  This means that in the nearest Ruse world I lack moral beliefs altogether.  Thus, there is good reason to reject Ruse’s claim that I “would believe what [I] do about right and wrong, irrespective of whether or not a ‘true’ right and wrong existed.”  Given the supervenience of the moral on the non-moral and the evolutionary account sketched above, there are at least some moral beliefs for which (1) does not hold.  Assuming that I actually possess the right not to be tortured merely for entertainment, it follows that if I lacked this right, I would similarly lack the belief that I have such a right.  Premise (1) is above is false.

There is another way of understanding what Ruse is up to in the passage quoted above.  Consider again the last sentence of that passage: “Given two worlds, identical except that one has an objective morality and the other does not, the humans therein would think and act in exactly the same ways.
  I defined a Ruse world as a possible world in which there are no objective ethical facts and which is otherwise as similar as possible to the actual world.  Let us define a Ruse* world as a world in which there are no objective ethical facts and which is otherwise identical to the actual world.
  Perhaps Ruse intends to claim that in the nearest Ruse* world, we have exactly the same moral beliefs that we have in the actual world.  This claim seems true.  However, its truth does not support (1) but rather a somewhat different claim:

(1*) IF S’s moral belief that P can be explained without appealing to the truth of P, THEN: If P were false and everything else was the same, then S would still believe P.

To move from (1*) to (P2), we need the following revised version of (2):

(2*) IF: If P were false and everything else was the same, then S would still believe P, THEN: S’s belief that P lacks warrant


While the problem with the argument that has (1) and (2) as its premises is that (1) is false, the problem with the argument that has (1*) and (2*) as its premises is that (2*) is false.  Assuming as before that nihilism is false in the actual world and that the moral supervenes on the non-moral, the nearest Ruse* world is in fact an impossible world.  This is so because the nearest Ruse* world is a world that is identical to the actual world with respect to its non-moral properties but differs with respect to its moral properties.  It is hard to see why the fact that we have false moral beliefs in an impossible world should threaten the idea that we have moral knowledge in the actual world.  My model of moral knowledge implies that my belief that I have rights tracks the truth in nearby worlds, and that is enough.  That there is an impossible world in which I lack rights but still believe that I have them is no threat to my knowing that I have rights in the actual world. 


Therefore, each of the two interpretations of Ruse’s reasoning that I have considered fails.  The first interpretation fails because (1) is false; the second fails because (2*) is false.  Given the supervenience of the moral on the non-moral, the claim that I would believe I have rights even if I lacked them is false.  It is true that I would believe I had rights if I lacked rights and everything else was the same -- but this claim in no way supports the conclusion that I do not know that I have rights in the actual world.


Ruse could perhaps salvage his argument by helping himself to either the assumption that nihilism is true in the actual world or the assumption that the moral does not supervene on the non-moral.  But there is little reason for a critic of epistemological debunking arguments to grant either of these controversial assumptions.
7. Sharon Street’s Evolutionary Dilemma

Unlike Ruse, Sharon Street does not seek to provide an unconditional debunking of morality.  Her intended conclusion is rather that any realist theory of value (a theory according to which there are at least some evaluative truths that hold independently of all our evaluative attitudes) is subject to this sort of debunking, whereas at least some non-realist theories of value cannot be so debunked.
  Because I intend the account of moral knowledge sketched earlier to be compatible with realist theories of value, I must address Street’s challenge.  The following paragraph from the concluding section of her paper offers the clearest statement of her overall argument:

 Ultimately, the fact that there are any good scientific explanations of our evaluative judgments is a problem for the realist about value.  It is a problem because realism must either view the causes described by these explanations as distorting … or it must enter into the game of scientific explanation, claiming that the truths it posits actually play a role in the explanation in question.  The problem with the latter option, in turn, is that they don’t.  The best causal accounts of our evaluative judgments, whether Darwinian or otherwise, make no reference to the realist’s independent evaluative truths.


The two horns of Street’s dilemma are (i) accept that all human moral beliefs can be explained without appealing to their truth or (ii) reject this claim.  The problem with (ii), according to Street, is that it is implausible on scientific grounds.  The alleged problem with (i) is that it implies moral skepticism.  I shall take the first horn of this dilemma.
Street’s idea is that if our moral beliefs can be given evolutionary explanations and there is no causal connection between our moral beliefs and objective moral facts, then “the forces of natural selection must be viewed as a purely distorting influence on our evaluative judgements.”
  She argues for this as follows:

On this view, allowing our evaluative judgments to be shaped by evolutionary influences is analogous to setting out for Bermuda and letting the course of your boat be determined by the wind and tides: just as the push of the wind and tides on your boat has nothing to do with where you want to go, so the historical push of natural selection on the content of our

evaluative judgments has nothing to do with evaluative truth. … Of course it’s possible that as a matter of sheer chance, some large portion of our evaluative judgments ended up true, due to a happy coincidence between the realist’s independent evaluative truths and the evaluative directions in which natural selection tended to push us, but this would require a fluke of luck that’s not only extremely unlikely, in view of the huge universe of logically possible evaluative judgments and truths, but also astoundingly convenient to the realist.


The heart of Street’s reasoning in this passage is that if moral facts do not explain the moral beliefs of human beings, then those beliefs being correct would involve a lucky coincidence that is incompatible with genuine knowledge.  This suggests that Street’s reasoning depends on the following pair of principles:

(3) If S’s moral belief that P can be explained without appealing to the truth of P, then S’s moral belief that P being true would be a lucky coincidence.

(4) If S’s moral belief that P being true would be a lucky coincidence, then S’s moral belief that P lacks warrant.

From (3) and (4) we can infer:

(P2) If S’s moral belief that P can be explained without appealing to the truth of P, then S’s moral belief that P lacks warrant.


The weak link of this argument is (3).  The model of moral knowledge I sketched earlier shows how a moral belief that P can be true when the belief is not explained by P without the truth of the belief being a lucky coincidence.  According to that model, the presence of the very cognitive faculties that cause (or at least causally contribute to) my belief that I have certain rights also entails that I have those very rights.  Furthermore, the process that produces this belief is a reliable one, and hence the belief constitutes knowledge.  Something similar is true of my belief that other people have the same rights that I have.  Those others have certain non-moral features that make them relevantly like me.  Those features both causally contribute to my belief that they have rights and entail that they have those same rights.  And, once again, the process that produces this belief is a reliable one.


Street’s mention of a “huge universe of logically possible evaluative judgments and truths” conjures up the notion of two sets, one whose members are all the logically possible moral beliefs and the other whose members are all the logically possible moral claims, with some members of each set being selected at random. 
  Given the large number of members in each set, it is improbable that the selected members of each set will correspond such that for each randomly selected moral belief that P it will also be the case that the moral claim that P is randomly selected.


My model of moral knowledge shows that this way of looking at things is not entailed by the presence of evolutionary explanations for human moral beliefs.  In my model, certain non-moral features of the world both entail certain moral facts and causally contribute to the presence of moral beliefs that correspond to those moral facts.  On this model, it is not at all unlikely that moral beliefs and moral facts will correspond.  Given the truth of my model, it would be true to say, as Steven Pinker does, that “our moral sense has evolved to mesh with an intrinsic logic of ethics.”


David Enoch suggests that the fundamental challenge Street’s argument poses for the normative realist “is that of coming up with an explanation of a correlation between our relevant beliefs and the relevant truths.” 
  Some comments Street makes in a later paper support this interpretation.  For instance, in the later paper Street declares that “[t]he [Darwinian] dilemma notes the striking coincidence between the independent normative truths posited by the realist and the normative views that evolutionary forces pushed us toward, and challenges the realist to explain this coincidence.” 
  The realist is hamstrung in this task by the fact that there is no causal connection between moral facts and moral beliefs.  As I noted earlier, Enoch and I both propose a “third-factor” explanation to account for the correspondence between moral facts and human moral beliefs.   My third factor is certain cognitive faculties: The relevant cognitive faculties secure a correlation between moral rights and beliefs about moral rights because they entail the presence of moral rights and generate beliefs about such rights.


It might be suggested that this explanation itself involves an unlikely coincidence.  Specifically, we might wonder about the remarkable fact that the presence of the cognitive faculties that cause me to believe that I have rights also entails that I do have those rights.  Isn’t this an improbable fluke?


Consider the facts that generate the coincidence.  On one hand are the facts about which moral properties supervene on which non-moral properties.  On the other hand are facts about what causes what.  It is plausible that these causal facts depend in turn on what the laws of nature are.  So the alleged coincidence that we are investigating is generated by (i) the existence of certain supervenience relationships and (ii) the obtaining of certain laws of nature.  Does the correspondence between these two groups of facts require an explanation and, if so, what might that explanation be?

There are various possible answers to this question.  One is that there is a personal God who intentionally set things up so that the correlation between moral beliefs and facts posited by my model would hold.
  This God would establish both the supervenience relationships and the laws of nature, seeing to it that the two correspond so as to produce sufficiently reliable moral beliefs on the part of human beings.  A second possibility is that instead of a personal God, there is a fundamental truth or law in our universe that implies that the supervenience relationships and the laws of nature will correspond in the right way.  Perhaps, as Thomas Nagel puts it, “the capacity of the universe to generate organisms with minds capable of understanding the universe is itself somehow a fundamental feature of the universe.”


A third possibility is that the relevant supervenience relationships and laws of nature are brute facts that have no further explanation.  This is perhaps most plausible in the case of the supervenience relationships as these are necessary relationships.  I have argued elsewhere that the view that these supervenience relationships have no deeper explanation is no less plausible than the view that their truth is somehow grounded in or secured by a personal God.
  The issue of the laws of nature is a bit trickier.  However, some have suggested that the most fundamental laws of nature are brute features of the universe; thus, physicist Steven Weinberg defends “the ancient search for those principles that cannot be explained in terms of deeper principles.”
  And some have suggested that the laws of nature are in fact necessary truths.
  If the fundamental laws of nature are brute, necessary truths, then it follows that neither the supervenience relationships nor the laws of nature could have been different than they actually are, in which case the correspondence posited by my model is also a necessary feature of the universe.  If this is the case, then the correspondence in question can hardly be characterized as resting on a lucky coincidence:  Where there is no contingency, there are no coincidences.


Each of these proposals is somewhat speculative; however, it is clear enough that Street’s reasoning, as it stands, does not establish her intended conclusion.  Street’s claim that “realism must either view the causes described by [evolutionary] explanations as distorting … or it must enter into the game of scientific explanation, claiming that the truths it posits actually play a role in the explanation in question” constitutes a false dilemma. 
  My model provides a third option according to which moral facts do not cause moral beliefs, yet evolutionary explanations of our moral beliefs need not be viewed as distorting influences on those beliefs.

8. Richard Joyce’s Evolutionary Debunking of Morality

In The Evolution of Morality, Richard Joyce offers an extended debunking of morality.
  Like the other purported evolutionary debunkings I have considered so far, Joyce’s challenge is grounded in Harman’s 1977 challenge to morality.  Indeed, Joyce explicitly acknowledges the connection between his argument and that of Harman.
  I will focus my remarks here on the part of Joyce’s debunking that is particularly relevant to the model of moral knowledge I sketched earlier -- a section in which Joyce considers an attempt to “vindicate moral beliefs” based on reliabilism and argues that “the availability of an evolutionary moral genealogy does in fact pose a serious challenge for such [an endeavor].”


In developing my reliabilist account of moral knowledge earlier, I drew on some of Peter Carruthers’s ideas from his book Human Knowledge and Human Nature.  Carruthers observes that holding false beliefs can sometimes be evolutionarily advantageous.  He gives the example of a “belief in the magical properties of a particular plant, which in fact contains a powerful medicine” and notes that such a belief “might prove very useful to those who live in the region where that plant flourishes.”
  Joyce considers this very example and argues as follows:

If there were an innate belief that certain plants have magical powers, and this belief were the product of a dedicated psychological mechanism with a distinct evolutionary history ... we would have an empirically confirmed hypothesis of how this belief-formation mechanism works which does not require that any of the beliefs be even approximately true, [so] we would have to conclude that any such innate beliefs are products of an unreliable process. ... We can now apply this lesson to the case of innate moral beliefs.  What seems clear is that in the crucial respect such beliefs are like the imaginary belief about the plant’s magical properties.  We have seen that nowhere does the evolutionary hypothesis outlined in earlier chapters assume that moral beliefs are or were true. ... Thus I conclude that by the process reliabilist’s own lights a certain plausible view of how innate moral beliefs may have evolved leads naturally to the conclusion that such beliefs are epistemically unjustified.



In this passage Joyce appeals to the following claims:

(5) If S’s moral belief that P can be explained without appealing to the truth of P, then S’s moral belief that P is a product of an unreliable process

and

(6) If S’s moral belief that P is a product of an unreliable process, then S’s moral belief that P lacks warrant.

These claims together entail

(P2) If S’s moral belief that P can be explained without appealing to the truth of P, then S’s moral belief that P lacks warrant.


The crucial claim here is (5).  It is not clear to me whether Joyce intends to provide an argument for (5) or simply takes it as obviously true.  If there is an argument for (5) here, it is an argument from analogy.  The argument runs as follows: The belief that a certain plant is magical was formed by an unreliable process and human moral beliefs are relevantly like this plant-belief, so human moral beliefs, too, were formed by unreliable processes.  The relevant respect in which human moral beliefs are like the plant-belief is that they can be explained without appealing to their truth.


The weakness of this reasoning lies in the fact that the plant-belief has a relevant feature that we cannot simply assume human moral beliefs possess, namely, falsehood.  Moreover, it is this feature of the plant-belief that makes it clear that if there is a psychological mechanism devoted to producing these sorts of beliefs, that mechanism is unreliable.  That the mechanism routinely produces false beliefs is what makes it clear that the mechanism in question is unreliable, not the fact that the beliefs it produces can be explained without appealing to their truth.  So the analogy between the plant-belief and human moral beliefs is not particularly strong -- unless we know that human moral beliefs are false.  Of course, if we are in a position to know that, there is little reason to bother with evolutionary debunkings of morality at all.  Thus, the analogical argument for (5) is unconvincing.


Perhaps Joyce thinks (5) is obviously true.  I think my model shows that (5) is false.  To see this, consider a westerner’s belief that she possesses certain moral rights.  The evolutionary explanation for this belief I sketched above does not appeal to the truth of this belief.  Yet the model says that moral rights supervene on the cognitive faculties that generate this belief, and thus implies that, even though moral rights in no way help to explain the corresponding belief about moral rights, the belief in question is nevertheless true.  This third-factor explanation is a possibility that Joyce does not consider.  In this way, his argument that reliabilists should conclude that human moral beliefs are produced by unreliable processes is too fast.  My model is a counterexample to (5).

9. Conclusion

Having argued that three prominent epistemological evolutionary debunkings of morality are unsuccessful, I would like to conclude by saying a bit about why some might be seduced by such debunkings as well as comment on a project that is somewhat similar to such debunkings but which is, by my lights, much more reasonable.


I suspect that some evolutionary debunkings gain an illegitimate air of plausibility by exploiting many people’s moral skepticism (or at least skepticism about certain moral claims).  This is perhaps clearest in the case of Joyce’s claim of a parallel between moral beliefs and the belief that a certain plant is magical.  Those already inclined to view morality as being, like magic, a kind of fantasy or illusion, may be less disposed to notice the question-begging nature of Joyce’s comparison.  Or, consider the first few sample human evaluative judgements provided by Sharon Street in her paper:

(1) The fact that something would promote one’s survival is a reason in favor of it.

(2) The fact that something would promote the interests of a family member is a reason to do it.

(3) We have greater obligations to help our own children than we do to help complete strangers.

These moral claims coincide neatly with how we might want morality to work; indeed, don’t they coincide suspiciously well with such desires?  Any skepticism about such claims engendered in the mind of a reader primes her for a debunking.  But if my criticism of Street’s debunking above is correct, any plausibility her debunking might seem to have is merely an illusion.


For all I have argued in this paper, there might well be good reason to be skeptical of certain moral claims, or even of morality altogether.  If there is good reason to think that morality, in part or as a whole, is an illusion, then perhaps evolutionary theory can help us understand why human beings are susceptible to this sort of illusion.
  This sort of project is perfectly sensible.  Kant remarks that we possess a “propensity to quibble with these strict laws of duty, to cast doubt upon their validity ... and to make them, where possible, more compatible with our wishes and inclinations.”
  If Kant is right about this, then perhaps evolutionary theory can shed some light on the presence of such a propensity in human nature.  But if human moral knowledge is to be rejected as mere fantasy, this rejection should not be based on any of the evolutionary debunking arguments considered here.

( A shorter version of this paper was presented at the Second Annual Rocky Mountain Ethics Congress at the University of Colorado in August 2009.  I thank the audience and my commentator Brad Monton for helpful feedback on that occasion.  Earlier versions of the manuscript were read and commented on by Matthew Braddock, Ben Bradley, David Enoch, Chris Heathwood, and assorted referees and editors for Ethics.  I thank all of these people for their assistance.  This paper was written with the support of a DePauw University Faculty Fellowship.
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