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1 Introduction

A standard statement of Reliabilism about justification goes something like
this:

Simple (Process) Reliabilism: S ’s believing that p is justified if and only
if that belief was produced by a belief-forming process that is reliable
above some specified high threshold.1

The thought behind this is that there are many belief-forming processes,
some reliable and some not; those that are reliable yield justified beliefs.

Though this is how Reliabilism is often formulated today, and is similar
to how Alvin Goldman ([1979]) initially formulates the view, a more sophisti-
cated rule-based version of the theory is offered by Goldman in Epistemology
and Cognition ([1986]). This version of the theory is widely cited and Gold-
man has made clear that he thinks that the best version of Reliabilism is the
more sophisticated version offered in the later work.2

The more sophisticated version makes use of a rule framework, and has us
focus on the total reliability of an epistemic system that follows those rules,
rather than individual processes. Goldman endorses:

1This view first appears in Alvin Goldman’s ([1979]) ‘What Is Justified Belief?’. What
I’ve stated in the text is a slight simplification of the view defended there.

2For a sampling of those who cite Goldman’s ([1986]) view, and explicitly note that it
is more sophisticated than Simple Reliabilism, see Casullo ([1988], p. 208), Lammenranta
([1996], p. 118), Chase ([2004], pp. 123-4), Cruz & Pollock ([2004]), and Adler ([2005], p.
446). For Goldman’s own views on this, the best source is Goldman ([1988], p. 58). See
also Goldman ([2010], [2009a], [2009b], [2008], [1999]), and Goldman & Olsson ([2009]).
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ARI: A J-rule system3 R is right if and only if R permits certain (basic)
psychological processes, and the instantiation of these processes would
result in a truth ratio of beliefs that meets some specified high thresh-
old. ([1986], p. 106)

Notice that the truth ratio in question is for an entire epistemic system, not
for a particular process. Thus, ARI doesn’t tell us when a particular belief
is justified. This is taken care of by Goldman’s commitment to:

P1: S ’s believing p at time t is justified if and only if S ’s believing p at t is
permitted by a right system of J-rules. ([1986], p. 59)

ARI and P1 give us something more complex than Simple Reliabilism. Putting
them together in the most natural way yields:

Holistic (Process) Reliabilism (HR): S’s believing that p is justified if
and only if S’s believing that p is the result of psychological processes,
the instantiation of which lead to a high truth-ratio.4

Why prefer this more complex version of Reliabilism? Two reasons sug-
gest themselves. First, the interaction of various processes is often important.
For example, the human process of recalling propositions from memory may
only be reliable if it is working together with some sort of process that ex-
ecutes what Gilbert Harman ([1986]) has called Clutter Avoidance. This
process would do something like purge the memory of old propositions not
likely to be needed.5 Although the process executing Clutter Avoidance is
not truth-conducive on its own, when working with normal memory recall,
it results in a high truth-ratio. Reliabilism, the thought goes, should be
sensitive to this.6 Second, Goldman has expressed doubts over whether in-
dividual processes will often have determinate truth-ratios.7 If they don’t,
then Simple Reliabilism is inadequate.

3A J-rule system is a system of rules about justification. Intuitively, one can think
of a J-rule system as a recipe that indicates the permitted psychological processes when
building an epistemic agent.

4I drop reference to time for ease of presentation.
5Kirk Michaelian ([2010]) has recently argued convincingly that to the extent that

humans execute something like Clutter Avoidance, it works very different than Harman’s
discussion suggests. However, this fact will not be critical to this discussion.

6See Goldman ([1986], p. 115).
7See Goldman ([1988], p. 63).
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In this paper I will consider two main ways of understanding Goldman’s
more complex version of Reliabilism. I will argue that neither is successful.
I will conclude by arguing that Simple Reliabilism is actually fine as it is.

2 Holistic Reliabilism

Holistic Reliabilism as stated above seems to fit Goldman’s ARI and P1 well.
A belief is justified if it is permitted by the right rules, and the right rules per-
mit certain psychological processes: those, which when instantiated, result
in a high truth-ratio. As stated, however, Holistic Reliabilism is ambiguous.
It is ambiguous, because it is not clear what it means for a belief to be the
result of the permitted psychological processes—that is, the processes the
instantiation of which lead to a high truth-ratio.

Consider, for example, one way of precisifying Holistic Reliabilism:

HR1: S’s believing that p is justified if and only if S’s believing that p is the
result of all the permitted psychological processes.

We cannot understand Holistic Reliabilism in this way. The full range of
permitted psychological processes must at least include processes correspond-
ing to the different sense modalities, and probably more besides. Very few
beliefs—perhaps none—are the result of all the permitted psychological pro-
cesses. HR1 would say that only such beliefs—if there are any—are justified.
So HR1 can’t be right.

Consider, then, a natural alternative to HR1:

HR2: S’s believing that p is justified if and only if S’s believing that p is the
result of some subset of all the permitted psychological processes.

But this cannot be correct either. The problem is illustrated by the following
example. Suppose that a certain set of permitted processes yields an overall
high truth-ratio. Suppose the set includes a process that executes something
like Clutter Avoidance and also a process that executes a kind of memory
recall. Since the process of memory recall is a member of the set of permitted
processes, HR2 says that beliefs produced by such a process are justified. But
suppose that this process of memory recall yields a high truth-ratio only when
a process like Clutter Avoidance is doing its work. Now, consider an agent
who uses that particular memory recall process, but doesn’t have a process
of Clutter Avoidance. In this case, the memory recall process is not very
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reliable at all. But HR2 says that the belief produced by such a process is
justified. That seems wrong. A process that is recommended only because
it works together with other processes to produce reliable results should not
count as justification conferring when it operates (unreliably) on its own,
apart from those other processes.

One response to this objection is to adopt a very fine-grained way of
typing processes. One could claim, for instance, that there are really two
types of processes of memory recall being described in the example: one that
operates in a psychological system that has a Clutter Avoidance process, and
one that operates in a psychological system that has no such process. This
does avoid the objection. Using memory recall without Clutter Avoidance
is not, then, to use a process that is permitted. However, it leads to further
problems.

On one way of understanding this response, the type of memory recall
process we are dealing with depends on whether or not that process is lo-
cated within a system that also has a process of Clutter Avoidance, but the
other processes within the system are irrelevant to typing the memory recall
process. This way of spelling out the response runs into trouble, however, for
on this way of going we lose the holistic nature of the proposal. To see this,
suppose that we have what we would initially describe as two process types:
P1 and P2. According to this response, what determines whether P1’s pres-
ence or absence makes a difference to how P2 is typed? The natural thought
here is that P1 is relevant to typing P2 just in case P1’s presence or absence
influences the reliability of P2. But if we go this way, then we are admitting
that there are subsets of processes within the total set of permitted processes
that are independent of each other. If that’s right, then holistic assessment is
not needed. We don’t need to evaluate all the processes an epistemic system
has together.8

A more holistic way of understanding the response to the objection to
HR2 is to say that all the processes within a system are relevant to typing
any process in that system. That is, we say that two processes are of the same
type only if they are each contained in psychological systems that themselves
contain all and only the same processes. This ensures that memory recall
is not permitted if it is not located within a system that has a process of
Clutter Avoidance, and it does so in a way that preserves the holistic aspect

8This is essentially the same issue that arises with respect to the fourth modification
of Holistic Reliabilism, HR4, which is discussed below.
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of the proposal.
Unfortunately, this leads to intolerable consequences. No matter what

form of reliabilism we adopt, we surely want to be able to say that some of an
agent’s beliefs are justified and some are not. If, however, we type processes
in the fine-grained way suggested above, then we will be prohibited from
saying this. To see why, consider a particular example. Suppose we want to
say of some agent that his belief that q is not justified. According to HR2,
this must be because the belief that q is the result of some process P , that
is not a member of a set of processes the instantiation of which leads to a
high truth-ratio.9 Notice that on the view being considered, it is impossible
for some of the agent’s other processes to be instantiated without P . This is
because, on this view, part of what it is to be those other processes is to be in
a system together with P . This means that for any process the agent has, it
can only be instantiated with all and only the other processes the agent has.
Since P is not in the special set, it follows that none of the agent’s processes
are in the special set. Thus, we get the intolerable consequence that if one
of the agent’s beliefs is unjustified, they all are.

There is another way of responding to the objection to HR2, however.
This response does not require us to type processes in the extremely fine-
grained way. Rather, the response is to modify Holistic Reliabilism as follows:

HR3: S’s believing that p is justified if and only if
(i) S’s believing that p is the result of some subset of all the permitted
psychological processes, and
(ii) S has all the permitted psychological processes.

Notice that this, too, gets around the objection to HR2. The problem with
HR2, recall, was that the agent’s belief was formed by the permitted memory
recall process, but without having the process of Clutter Avoidance. Clause
(ii) of HR3 prevents this case from occurring. However, HR3 runs into a
clear problem. According to HR3, if you lack one of the permitted processes,
then you cannot have justified beliefs. But this is surely wrong. Surely I
could lack some permitted psychological process and have justified beliefs.
For instance, I retain the capacity to have justified beliefs even if I have gone
deaf.

As a final attempt to salvage Holistic Reliabilism, one might offer:

9Strictly speaking, the belief that q could be the result of several processes, but the
point is the same either way.

5



HR4: S’s believing that p is justified if and only if S’s believing that p is
the result of some special subset of all the permitted psychological
processes.

The idea here is that what matters is not the full set of processes that the
agent has, but rather a special set of processes that produced the belief. On
the most plausible way of spelling this out, the special set contains mutually
interdependent processes that work together for reliable results, and yet are
independent of the rest of the psychological processes and mechanisms at
work in the agent.

This version of Holistic Reliabilism appears to avoid the problems with its
predecessors.10 However, it has done so at the cost of collapsing into some-
thing indistinguishable from Simple Reliabilism. The reason to move away
from Simple Reliabilism was that individual processes (or individual sets of
processes) either lack reliability profiles or have reliability profiles that are
misleading. The remedy to this problem, according to Holistic Reliabilism,
is a more holistic assessment of reliability. HR4, however, suggests that such
a holistic view is not needed: one can focus on clusters of interdependent
processes, while ignoring what else is going on in the agent. So, if there is a
reason move away from Simple Reliabilism, then there is similarly a reason
to move away from HR4.

3 A Different Interpretation

Holistic Reliabilism as formulated in the previous section is untenable. How-
ever, there is a different way of interpreting Goldman’s claims that might
seem to do better. This comes from focusing more attention on the rule
framework that Goldman proposes. Goldman writes:

The point is that rules are interdependent with respect to their
epistemically relevant properties. In particular, they are inter-
dependent with respect to truth-ratio properties. This is espe-
cially clear for inferential rules. [. . . ] A sound inferential rule
will generate additional true beliefs when applied to true input
beliefs. But if other rules permit false beliefs to be formed, then
even a sound inferential rule may produce innumerable errors.

10Indeed, it is similar to the first response made to the objection to HR2.
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Truth-ratio propensities, then, only make sense as applied to rule
systems, not isolated rules. (Goldman [1986], p. 115)

In this passage, attention is drawn not so much to the interdependence of
processes, but instead the interdependence of rules. The idea seems to be
the following:

Holistic Rule Reliabilism: S’s believing p is justified if and only if in be-
lieving p, S obeys all the J-rules, which when perfectly obeyed by some
epistemic system results in a high truth-ratio.

Now, if the right J-rules simply say of a set of processes that they are
permitted, then this view will reduce to some version of Holistic Reliabilism
discussed in the previous section.11 It would simply say that S’s believing p
is justified if and only if in believing p, S uses the permitted processes.

However, if we allow that the J-rules state not only what the permitted
processes are, but also which processes must be combined with other pro-
cesses, then we have a different view. For example, perhaps one J-rule says
that the process of memory recall is permitted only when used in conjunc-
tion with some process of Clutter Avoidance. Consider, then, the agent that
uses the process of memory recall, but without using the process of Clutter
Avoidance. Although the process of memory recall is one of the processes
that is instantiated in a system that obeys all the J-rules, simply using the
process of memory recall does not obey all the J-rules. So, such a belief
would be unjustified according to Holistic Rule Reliabilism. Thus, Holistic
Rule Reliabilism avoids the problems that plagued Holistic Reliabilism.

Further, Holistic Rule Reliabilism appears to hold on to the holistic fea-
tures that allegedly motivate a move away from Simple Reliabilism. We do
not consider processes one by one on this view. Rather, we consider the
truth-ratio that results from a total system of J-rules being followed per-
fectly by some epistemic system. Since the total set of J-rules can include
rules that encode the interdependence between rules, we have an aspect of
holism.

Despite this success, Holistic Rule Reliabilism runs into problems else-
where. Consider some set of J-rules, {J }, that when perfectly followed

11It’s worth noting that this appears to be just what Goldman has in mind (see, Goldman
[1988]). However, since such a view faces the problems detailed in the previous section, it
is worth exploring alternatives.

7



results in a truth-ratio well above the threshold specified. Now, consider
adding to this set the following rule:

Rogue Rule: The process Temp may occasionally be used.

Temp is the process of believing that the temperature is −T when one’s
thermometer reads ‘T ’. The process Temp is very unreliable. However, if it
is used rarely enough (as the rule states), it won’t do enough damage to the
overall truth-ratio of a system that follows the set of rules {J ∪Rogue Rule}.
In other words, a system that perfectly follows this new set of rules will still
yield a truth-ratio over the threshold. But then Holistic Rule Reliabilism says
that a belief formed by the process Temp is justified. It is clear, however,
that such a belief is not justified. The fact that following the set of rules
{J ∪Rogue Rule} yields a high truth-ratio does not show that every process
approved by those rules is one that adds to the reliability of the belief-forming
system. The very holistic nature of Holistic Rule Reliabilism guarantees that
this is possible.

In a short section of his ([1988]), Goldman considers this problem. He
writes: “It is not enough that a rule system itself have a sufficiently high
truth-ratio [. . . ]. It must also be required that none of its subsets should
have an insufficiently high truth-ratio.” (p. 64). Here is the procedure that
Goldman is recommending. First, we are to separate a set of potential J-rules
into its atomic rules. Note that this first step might be considerably difficult
in that one will have to come up with a unique way of counting rules. But
suppose this can be done. For simplicity, suppose we are considering a set of
J-rules that has three atomic rules: J1, J2, and J3. According to Goldman,
we look at all the epistemic systems that follow any subset of these three
rules, and record the truth-ratios of each of these systems. If any system
that follows any subset of these rules has too low a truth-ratio, the J-rule
system is not a right rule system.

Unfortunately, this solution fails. The main reason it fails can be most
easily seen if we think about a particular set of J-rules. Consider, for example,
the set of J-rules that we think of as an intuitively correct set. Some of these
rules will say which processes are permitted; others will say which processes
are prohibited; still others will say which processes should be used with
others. Suppose one such J-rule in the correct set states: “The following
process is permitted: forming beliefs about the presence of physical objects
based on normal visual perception in adequate light.” Surely something like
this rule (with necessary modifications) will be in the correct set of J-rules.
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But notice that the set that contains just this J-rule is a subset of the set
of correct J-rules. On Goldman’s proposal, the truth-ratios for all this rule,
then, must be above a given threshold if the correct set really is correct.

Imagine, however, all the epistemic systems that follow this one rule.
Some of these epistemic systems follow this one J-rule and in addition many
of the other correct J-rules. Such epistemic systems will have high overall
truth-ratios. However, there are also epistemic systems that follow this one
J-rule, and yet in every other way, use processes that are woefully poor in
terms of reliability. Perhaps one such system forms beliefs about physical
objects as a result of normal perception in adequate light, but also forms
beliefs on the basis of counter-inductive principles, believes not-p in response
to a memory that p, and so on. The truth-ratio for this epistemic system
will be very low, despite the fact that it follows a subset of the correct set
of J-rules. The general point here is that the truth-ratio will be very low
for most epistemic systems that follow only a small subset of the correct
J-rule system, because a small subset specifies so little about the behavior
of an epistemic system. So, it seems, no J-rule system will satisfy the extra
condition Goldman proposes.

One might attempt to avoid this result by arguing that the atomic J-rules
govern not single processes, but rather clusters of processes. If these clusters
are big enough, they may specify enough about the behavior of the epistemic
systems following the rules in that cluster so as to guarantee that the truth-
ratio for such systems is suitably high. But this proposal faces a dilemma:
if the clusters include enough rules, then we can always sneak in something
like Rogue Rule; if they do not include enough rules, the original problem
arises again.

This suggests that perhaps I am misinterpreting Goldman. Perhaps he
only means to claim that each subset of the rules must have a high truth-
ratio with respect to the beliefs produced by the process governed by the rule
in question. This would avoid the problem. However, such a view is indis-
tinguishable from Simple Reliabilism. What we would be doing is evaluating
individual processes in terms of their truth-ratios independent of the other
processes at work in an epistemic system. The holistic aspect of the proposal
would be lost once again.

An alternative solution, still in the spirit of Goldman’s solution, is to try
to prohibit rules like the Rogue Rule as follows:

A right set of J-rules {J } is such that:
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1. when perfectly followed yield a truth-ratio n, greater than
some specified high threshold, and

2. include no rule r such that the set {J − r} when perfectly
followed, yield a truth-ratio greater than n.

This doesn’t require that every subset of a rule system yield a truth-ratio over
a certain threshold, nor that every subset of a rule system yield a truth-ratio
at all. It only requires that certain still-quite-large subsets of rule systems (all
the subsets of {J } containing one less member than {J }) have truth-ratios
over a certain threshold. Thus, it retains some amount of holistic evaluation.

I think this view about J-rules, paired with Holistic Rule Reliabilism, is
the most defensible version of Goldman’s ideas about reliability assessment.
Despite this, it still seems to fail to offer a real alternative to Simple Reliabil-
ism. After all, to adopt this view is to admit that a holistic assessment of an
entire epistemic system is not strictly what we are interested in. According
to this view, the fact that following the set of rules {J } yields a high truth-
ratio does not show that a belief formed by a process that violates none of
the rules in {J } is justified. Instead, the reliability of processes, on their
own, is held to be relevant to the justification of a belief produced by that
process. In fact, if this were not so, the view would not be able to say that
a belief formed by the Rogue Rule is unjustified.

Goldman’s insight is that sometimes several sub-processes can combine
in interesting ways to yield a process that has reliability properties not had
by each of the sub-processes. However, this does not motivate moving away
from Goldman’s ([1979]) initial formulation of Reliabilism to a totally holis-
tic assessment of reliability. We can capture Goldman’s important insight
with Simple Reliabilism, and just be clear that the processes in question can
sometimes be composed of sub-processes that are not necessarily reliable in
isolation. This does point attention to the Generality Problem12—the prob-
lem of how exactly to specify the relevant processes—but this is a problem
that Reliabilism has long been known to have.
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